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Abstract—As mobile cellular networks evolve to carry both traditional voice and new data services, an all-IP based radio access network akin to the Internet is the most favorable approach for future radio access networks. The main characteristic of such an architecture is that a lot of the radio network functionalities are distributed across the network and located in the base stations. In this paper, we propose a distributed radio link control protocol that enables fast switching between base stations with minimal protocol overhead and required state information transfer. We present simulation results to demonstrate the expected throughput performance gains and investigate the impact of the transmission suspension time required to switch between base stations. Finally we present some evidence that the control traffic generated by the fast cell switching procedure is smooth, thereby simplifying the design of the backhaul network.

I. Introduction(
The migration of the radio access network to an all-IP network (akin to the Internet) is the most favorable approach for future radio access networks and provides significant advantages in terms of cost savings, scalability, and simplified network management [1]. A typical all-IP network architecture is illustrated in Fig. 1. The base stations are themselves routers, called base station routers (BSR) and connected to the service provider’s Intranet, which is itself connected to the Internet through a gateway. IP is the network protocol transporting user and control traffic information within the Intranet. The control server provides the necessary call service control. An important characteristic of such a network is that a lot of the radio network functionalities are integrated with the base station functionalities and are thus distributed across the network. 

Fig. 1: Generic all-IP network

In particular, in the conventional centralized network architecture, the Radio Link Control (RLC) protocol [2] exists in the Radio Network Controller (RNC) and the mobile terminal. When a mobile moves from one base station to another during a handoff, the RLC protocol location does not change. In an all-IP architecture however, RNC functionalities, and in particular the RLC protocol, need to be distributed into multiple BSRs. In this paper, we provide a detailed description of a novel distributed RLC implementation. One of the main advantages of our protocol implementation is that the distributed RLC efficiently enables fast cell switching that takes advantage of fast fading channel conditions. Due to the distributed nature, the amount of state information that needs to be transferred between base stations during handoff is kept at a minimum thereby considerably reducing the handoff delay.  In particular, without the distributed RLC, frequent migration of RLC states between base stations or termination and re-initiation of the RLC would be required during each handoff.

The remainder of the paper is organized as follows. In Section II, we present the details of the fast cell site selection procedure. The distributed RLC protocol and its implementation are described in Section III. Section IV presents some simulation results to illustrate the performance in the distributed architecture. Finally we conclude in Section V.

II. Fast Cell Site Selection

Handoffs between base stations are used for mobiles in poor channel conditions to maintain connections to the network. Using soft-handoff, mobiles connect to multiple base stations simultaneously, and combine signals from the connected base stations into a stronger signal. Soft handoff requires the RNC to coordinate and synchronize the operations of multiple base stations, which can be a complex task. A simplified version is hard handoff, where mobiles only connect to the closest base station. 

Fast cell site selection (FCSS) [3], [4] refers to the procedure that allows rapid switching of the transmission from one base station with a weak radio link to another with a better link, thereby harnessing the advantage of the time-varying channel quality of the wireless link. A previous study on soft handoff [5] suggests that, on the forward link of a CDMA system, soft handoff can be avoided without significant loss in capacity, provided that the fast cell site selection can be used efficiently.  Like hard handoff, mobiles constantly monitor the channel quality of connections to multiple BSRs, and for example choose to connect to the BSR with the best channel condition. To avoid unnecessary cell switching (i.e. ping-pong effects), it is desirable to use some form of time-averaged channel quality to select the best base station. The major difference between FCSS and hard handoff is that, in FCSS, each mobile maintains an active set of neighboring BSRs and in advance sets up a connection to each of the BSRs. The switching between BSRs can therefore be very fast and frequent and the overhead of setting up connections can be reduced.

Detailed FCSS operations at mobiles are shown in Fig. 2. Each mobile alternates between an active state and a suspending state. During the suspending state, a mobile maintains the present connection, and constantly monitors the channel quality of different connections. In the active state, a mobile can decide to switch to a new BSR. Each FCSS decision triggers the mobile to leave the active state and enter the suspending state. The actual switching is called FCSS action. Ideally, an FCSS action immediately follows an FCSS decision. In practical systems however, there is a time gap, called action delay, due to protocol synchronization, signaling delays, hardware limitations and RF-implementation. 
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Fig. 2:  FCSS operational timeline

During FCSS decision, the mobile signals the present serving BSR and the future serving BSR for acknowledgement of switching decision. The mobile, the present and future BSRs then synchronize data and protocol states before the end of FCSS action so that the future BSR can properly resume transmission in order to avoid unnecessary data loss or duplicated transmissions. We propose to suspend data transmission at both the MAC and RLC layers during the above gap between FCSS decision and FCSS action so that the BSRs associated with this mobile can synchronize their transmission state. The negative impact due to such suspension is expected to be small as the suspension is only applied to the mobile in FCSS transition. In addition, channel-sensitive scheduling algorithms can utilize this time period to serve other mobiles.

The synchronization at the MAC layer is done by resetting the MAC protocol state both at the future serving BSR and at the mobile. This is mainly motivated by the fact that MAC transmission states heavily depend on channel statistics, and vary constantly due to channel fluctuations. The MAC states at any two BSRs can be very different, and the overhead of transferring the states is large. Hence, the associated delay could potentially limit the effectiveness of FCSS. Resetting the MAC protocol state on the other hand only requires a "reset" signaling from the mobile to the current and future BSRs. The synchronization at the RLC layer is necessary for the future serving BSR to resume transmissions properly to avoid packet loss and duplication. 

In order to support FCSS for improved network performance, associated signaling and control messages exchanged between BSRs have very stringent requirements for packet delay, throughput and packet-loss probability. Thus, the IP backhaul network has to provide adequate QoS to support such control message exchanges among various network elements. In Section IV, we present some evidence that the control traffic associated with FCSS is “smooth,” thus verifying the feasibility of the proposed architecture without an excessive amount of bandwidth, as would be needed for very bursty control traffic in the backhaul network.
III. distributed rlc

We propose to distribute the RLC modules associated with a given call to the primary BSR and a subset of the other BSRs in the active set. However we emphasize that the RLC functions at the mobile remain unchanged. The distributed RLC allows for fast and seamless RLC transfers with only a limited amount of information on the RLC protocol state being transferred between BSRs for synchronization. There are three types of RLC: primary RLC (PRLC) at the primary BSR, virtual RLC (VRLC) at the serving BSR and background RLC (BRLC) on the other BSRs in the active set, as illustrated in Fig. 3.
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Fig.3: Distributed RLC Protocol
A. Primary RLC

The PRLC exercises most RLC functions defined by standards [2], including segmentation and reassembly, concatenation and padding, in-sequence delivery of upper-layer packet data units (PDUs), duplicate detection, protocol error detection and recovery, ciphering and service data unit (SDU) discarding. It should be noted that PRLC does not transmit RLC-PDUs directly to the mobile, unless the primary BSR is also the serving BSR.

For forward link transmissions, the PRLC first segments upper layer packets into multiple RLC-PDUs of appropriate size defined by the radio resource control (RRC). Performing segmentation at the PRLC allows for synchronization among BSRs based on RLC sequence numbers. The primary BSR then reassembles multiple RLC-PDUs into an IP packet, and multicasts it through backhaul network to a subset of BSRs in the active set. This subset of BSR is chosen dynamically based on system loading and channel conditions.

For reverse link transmissions, the serving BSR (VRLC) receives RLC-PDUs from the mobile and forwards them to the PRLC, which extracts RLC-PDUs and delivers the reconstructed data to the upper layer. The PRLC adjusts RLC-PDU states and the associated retransmission buffer based on RLC-PDU status reports from the serving BSR and broadcasts updated RLC-PDU status to the active set.

B. Virtual RLC

The VRLC running at the serving BSR receives IP packets containing RLC-PDUs from the PRLC and handles all RLC-PDU transmissions and retransmissions to the mobile. It extracts RLC status information regarding the forward link RLC-PDUs from each received RLC-STATUS-PDU or from information piggybacked in the reverse link RLC-PDUs. VRLC then updates RLC protocol state, discards properly acknowledged forward link RLC-PDUs from its transmission buffer and arranges timely retransmissions for non-expired and negatively acknowledged RLC-PDUs.

For reverse link transmissions, VRLC receives RLC-PDUs from the mobile and constructs RLC-STATUS-PDU for proper acknowledgement of the received RLC-PDUs. VRLC also concatenates multiple received RLC-PDUs into IP packets and forwards them via the backhaul network to PRLC. PRLC then delivers reconstructed data to the upper layer.

VRLC also periodically forwards RLC protocol state information (related to forward link PDU retransmissions) to the PRLC, which is then further broadcast to the active set. The periodic update is to synchronize RLC protocol state at the BSRs within the active set, so that all BSRs can update the RLC retransmission buffers accordingly. It also facilitates FCSS operations in terms of reducing the delay of information update from the current serving BSR to the future BSR. After an FCSS decision is made, the VRLC suspends RLC operations, and starts to transfer the RLC protocol state to the new serving BSR. After FCSS action, the VRLC instance at the last serving BSR transits to BRLC and the BRLC instance at the new serving BSR becomes VRLC.

C. Background RLC

Since the PRLC multicasts RLC-PDUs to the active set, it is necessary to have an RLC buffer management module at the BSRs in the active set who are not serving the mobile, referred to as background RLC (BRLC). For each mobile, an instance of BRLC starts when a BSR joins the active set. BRLC is responsible for updating transmission buffer status based on receiving fresh RLC-PDUs or synchronization information from the PRLC. Since transmission buffers are synchronized in the active set, upon FCSS, the transition between VRLC and BRLC only requires updates of partial protocol state information including send state variable, acknowledge state variable, receive state variable [2]. Since the future serving BSR has all the to-be-transmitted RLC-PDUs, there is no need for the current serving BSR to forward the RLC-PDUs in its buffer to the future serving BSR. This significantly reduces FCSS action delay compared to a full RLC protocol/data transfer.

IV. Simulation results

We now present some results from a simulation tool developed to capture the dynamic processes in a radio access network based on the Opnet network simulation tool. The simulated radio network consists of a gateway, a set of BSRs and mobile terminals. The mobile terminals share the downlink data channel by time multiplexing. A scheduler at the MAC layer determines the user to be served in each frame of duration 2ms.  The simulated system consists of three BSRs and users being randomly located in the triangle area between the three BSRs. We implement FCSS and analyze the tradeoff between the duration of the suspending state and the action delay. In this paper, we ignore the impact of multi-user scheduling and focus on single user performance by randomly placing a user in the inner triangle area shown in Fig. 4. The inner triangle area consists of users located at cell boundaries, whose average SINR to the best cell site is below –1dB. Users located in this area benefit from soft handoff and are therefore expected to benefit from fast cell site selection as well.

As a first scenario, we consider that a downlink FTP session is running on each active user for 100 seconds and we measure the average FTP throughput over 100 random and independent user deployments. 
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Fig.4: User location distribution

We examine the impact of FCSS-Suspension-Time (i.e. the length of suspension state) and FCSS-Action-Delay on the user performance. FCSS-Suspension-Time determines the frequency of FCSS and thus the frequency of RLC state transfers among BSRs. A large FCSS-Suspension-Time results in less frequent FCSS operation, and therefore a reduced capability to adapt to channel variations. The FCSS-Action-Delay is determined by the speed of synchronization between the current and future BSRs, particularly the speed of RLC state transfer. The ratio of FCSS-Action-Delay and FCSS-Suspension-Time represents the signal overhead of FCSS. 

Fig. 5 illustrates the average TCP throughput assuming that the user travels at pedestrian speed (3km/h) as a function of the FCSS-Suspension-Time, which is varied from 20ms to 500ms. We also evaluate the performance without FCSS, denoted by “never”. In this case, the user remains connected to the BSR with the highest average SNR. We first examine the ideal performance assuming that there is no FCSS-Action-Delay and that the MAC state is transferred to the future BSR instead of being reset. In this case, there is no packet loss due to MAC reset. We observe that the throughput degrades with increasing FCSS-Suspension-Time. A user intelligently switching between 3 BSRs at 20ms interval can obtain almost twice the throughput compared to always staying with the same BSR. 
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Fig.5: Single user FCSS performance at 3km/h
Next, we examine the impact of MAC reset and FCSS-Action-Delay. We see that the MAC reset without FCSS-Action-Delay leads to minor performance degradation, while a 10ms FCSS-Action-Delay leads to more than 20% degradation. This is mainly due to the FCSS overhead, which is relatively larger for small FCSS-Suspension-Time. Fig. 6 shows the performance when the user speed increases to 30km/h. We observe that a 10ms FCSS-Action-Delay leads to a much larger degradation for small FCSS-Suspension-Time. This is mainly due to the accuracy of the FCSS decision. With higher speed, the channel variability is increased, and the channel experienced during the FCSS decision might be different from that experienced at the FCSS action, which occurs 10ms later. Hence, for users traveling with higher speed, a larger FCSS-Suspension-Time, which allows a more accurate characterization of the channel statistics is more appropriate. This explains why the performance with an FCSS-Suspension-Time of 500 ms performs the best. Currently we are investigating the selection of the best compromise for the FCSS-Suspension-Time for a mixture of traffic channels and user velocities.  We are also considering ways of adaptively changing the FCSS-Suspension-Time as a function of the speed of the users.
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Fig.6: Single user FCSS performance at 30km/h
In a second scenario, we consider real-time traffic like voice-over-IP (VoIP), for which the most important performance metric is the packet loss rate, i.e. the percentage of packets not delivered to the receiver by the end of the packet’s delay budget. This deadline is an upper bound on the tolerable end-to-end delay. In this paper, we only estimate the packet delay within the radio access network and exclude the delay due to voice codec, core network switching, and play-out buffer. Since we apply MAC retransmissions to recover channel errors, packet losses are mainly due to late packet delivery. We consider that a VoIP session is supported satisfactorily when the corresponding packet loss rate is below a threshold of 2%. The network capacity is represented in terms of the average number of supported VoIP sessions. Due to complexity consideration, we do not assume any call admission control and call dropping mechanisms. In this case, the capacity depends on the cell coverage, i.e. the distribution of the average SINR of each mobile user, and the cell load, i.e. the number of active mobile VoIP users in the system.

Fig. 7 shows the average number of VoIP users supported as a function of VoIP packet delay budgets for different values of the FCSS-Suspension-Time. We also simulate the performance when FCSS is disabled and the cell cite for each mobile user is chosen to be the one with the best average channel quality. This approach is referred to as “STAT” which is equivalent to FCSS with infinite suspension time. Clearly we observe that FCSS with a small value of the suspension time, i.e., 20 ms or 50 ms, achieves significant improvement over a large suspension time. We also observe that an FCSS-Action-Delay of 5 ms only results in 5-10% performance degradation compared to that of ideal FCSS. The loss is mainly due to the suspended RLC and MAC transmissions during the time between FCSS Decision and FCSS Action. 

[image: image6.emf]
Fig. 7: VoIP capacity for different FCSS configurations

Finally, we turn our attention to investigation the overhead and the control channel signaling generated by the FCSS by studying the arrival process of FCSS messages, which are generated from all calls under the control of a given BSR. The idea here is that if arrivals of FCSS messages are highly bursty (e.g., self-similar Internet traffic [6]), then a large additional bandwidth has to be reserved and provisioned in the backhaul network to meet the stringent QoS requirement for FCSS, which could potentially can make the proposed architecture not viable. Towards this end, we collect the inter-arrival times of FCSS messages generated by a single BSR. 
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Fig. 8:  Average interarrival Time for FCSS messages from from one BSR.

Fig. 8 shows the average message inter-arrival time as a function of the FCSS-Suspension-Time for the case of 3km/h Rayleigh fading. As intuitively expected, as the suspension time increases, the inter-arrival time for FCSS messages also increases because the demand for FCSS is reduced for a longer suspension time.

To study the burstiness of the FCSS messages, Fig. 9 shows the coefficient of variation (i.e., the ratio of the standard deviation to the mean) for the inter-arrival times. We observe that the coefficient is virtually independent of the FCSS suspension time. In addition, the coefficient is about 0.9, which is slightly smaller than 1, its corresponding value for the well-behaved Poisson traffic [7]. In fact, one can provide an explanation for such smoothness of FCSS traffic as follows. Recall that each call can be “connected” to multiple BSRs with various channel qualities. An FCSS message is generated when the terminal detects that a different BSR has better channel quality than the current one in use. The FCSS-Suspension-Time under consideration is at least on the order of tens of msec, which is much longer than the channel coherence time (during which the channel quality remains similar for any given BSR) for typical radio conditions and mobility. For this reason, when a terminal samples the channel quality of each of the BSRs in the active set after the suspension time, the sampled channel qualities become independent of those at the last sampling instant. Combining this with a fact that all BSRs experience independent channel fading, which BSR has the best quality thus is independent of the situation at the last sampling time. This may be attributed as a memory-less property.  Thus, with sufficiently long suspension time, the need for switching from one BSR to another appears random in time. In other words, the arrival process of FCSS messages becomes similar to a Poisson process. 
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Fig. 9: Coefficient of variation for FCSS interarrival times.

Based on the results in Fig. 9, one can conclude that the control traffic associated with the FCSS is very smooth, which certainly helps avoid the need for excessive bandwidth to handle the traffic burstiness. 

The actual control traffic load for FCSS depends on many factors such as the amount of control information and user data that need to be forwarded from the current BSR to the new BSR. The exact data volume is not known until the final design of the detailed system architecture and the corresponding protocols is completed. To gain preliminary insights on how the links should be provisioned, we assume that each link from one BSR to another is modeled (simulated) as a single server queue and that a BSR generates one message for each FCSS request and that message length is exponentially distributed with a properly adjusted mean to match a given link utilization. We further assume that since control messages typically have higher priority than user packets, the processing delay for control messages at the destination BSR can be neglected when compared with the transmission delay on the link. 
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Fig. 10: FCSS message waiting time on the backhaul link.

We define the message waiting time as the time from the generation of the FCSS message until its transmission starts on the backhaul link. Fig. 10 portrays the complementary cumulative distribution function for the message waiting time for different  values of the FCSS-Suspension-Time when the link has a utilization of 10%. 
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